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Abstract
It is shown that distance computations between SIFT-descriptors using the Euclidean
distance suffer from the curse of dimensionality. The search for exact matches is less affected
than the generalisation of image patterns, e.g. by clustering methods. Experimental results
indicate that for the case of generalisation, the Hamming distance on binarised SIFTdescriptors is a much better choice. It is shown that the binary feature representation is
visually plausible, numerically stable and information preserving. In an histogram-based
object recognition system, the binary representation allows for the quick matching, compact
storage and fast training of a code-book of features. A time-consuming clustering of the input
data is redundant.
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1. Introduction
Histogram-based methods have become increasingly popular for object recognition
approaches that use a compositional model [17,20,23,5]. While in the initial
Constellation Model [21] and related systems the appearance of the parts had been
optimised individually [6,7], later systems (e.g. [17]) used generic code-books of
frequently occuring patterns. The parts of a model are often represented conveniently
by high-dimensional feature vectors, e.g. in the shape of SIFT-descriptors [15]. The
code-book can then be created by clustering the input vectors [14]. The elements of the
code-book represent the bins of a histogram of the feature space and allow for the
measurement of class specific features frequencies.
Recent systems incorporate spatial [9,13] or class discriminatory [22] information, or
focus on unsupervised training [7,11], speed [2,8], or the meaningful combination of
different kinds of local descriptors [20].
However, the effects of the high-dimensionality of the part descriptors ("curse of
dimensionality'') on object recognition are usually ignored, except for unrelated or
general studies [3,12]. Considering that popular descriptors have tens [10] or hundreds
of dimensions and that negative effects have already been reported for as few as ten
dimensions [3], this topic seems highly relevant.
Therefore, this paper addresses the dimensionality of the feature descriptors in the
context of object recognition. For the popular example of SIFT-descriptors, the next
section demonstrates that in fact there is a curse of dimensionality. Section 3 offers a
possible solution which is supported by the experimental results given in the sections
4–6.
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2. Distance between SIFT-descriptors
To perform experiments on the dimensionality of part descriptors, a data set of 200 images
is sampled from ARD (a German TV network) TV news reviews of the year 2006. The
images are sampled with a step width of 50 frames to ensure a minimum diversity. Then SIFT
features are computed for these images with the default parameters given in the original paper
[16], except for a higher contrast threshold of 10 and no initial doubling of the image size.
Depending on the experiment, subsets with 100–500000 descriptors are selected randomly.
A prerequisite for histogram-based recognition methods is a distance measure that allows
for the clustering of descriptors and the comparison of an image to the trained model. Lowe
[15] proposes to compare SIFT-descriptors by the Euclidean distance. More generally, the
distance between two descriptors x,y can be computed via the Lp-norm
(1)
Beyer et al. [3] explain the curse of dimensionality as a general unreliability of highdimensional distance computations that occurs if the distance distribution becomes sparse
with rising dimensionality n. Close and distant points would approach each other, thus
making it more difficult to distinguish between different objects.
To test if the curse of dimensionality affects the comparison of SIFT-descriptors, sets of
1000 descriptors are created. For each set, the dimensionality of the descriptors is set to
a certain value n by projecting the descriptors to a randomly chosen subspace. Then a full
distance matrix is computed for each set.

Figure 1. Distance distributions for different dimensionalities (left chart, using the
Euclidean distance) and different distance norms (right chart, for a
dimensionality of 90).

Figure 1 shows histograms over the distances for different choices of the dimensionality n
and the norm p (Eq. 1). Distances of zero occur trivially very often, so they are not shown in
the diagrams.
It can be seen that with increasing dimensionality the maximum of the distribution moves
to the right, i.e. towards the maximum distance. The distances between any two elements
becomes large and the distribution becomes sparse. This is exactly the effect reported by
Beyer et al. Figure 1 (right) shows also that the effect is reduced by choosing a smaller, or
even fractional norm as proposed by Aggarwal et al. [1]. However, the distance computation
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becomes numerically delicate for the computation of high roots. In fact, it was not possible to
achieve stable results for the L0.5-norm and descriptors with more than 90 elements. The
roughness of the curve for the L0.25-norm in Fig. 1 (right) is a result of the beginning
instability.
What does this mean for the similarity of image patterns? Figure 2 shows a list of image
patterns arranged according to the Euclidean distance to a reference descriptor. Generally, it
appears that the image patches are only similar for minimal distances. For medium and higher
distances the Euclidean distance has no visual effect on the ordering
of the patterns. Also, some obviously similar patterns yield clearly different distances.
However, one explanation for this may be that the SIFT operator creates multiple descriptors
for a single feature if the orientation is ambiguous.
Generally, the Euclidean distance seems only appropriate for very small distances, i.e. the
search for exact matches. For the goal of abstraction, a measure would be desirable that also
allows for a gradual comparison of more dissimilar image regions. One possible solution is to
reduce the dimensionality by sampling less than 8 gradient orientations or less than 16 grid
cells in the image area. On the other hand, SIFT is generally a high dimensional method, so
descriptors with less than 10 dimensions can not be expected.

Figure 2. Image patches ordered by the Euclidean distance of their
corresponding descriptor from a reference descriptor (first patch). The distance
is written on top of each patch. Due to a (linear) scaling of the data, the
maximum distance in the set is about 700.
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3. Binarisation of feature descriptors
Alternatively to using a lower distance norm, Korn et al. [12] propose to reduce the
dimensionality by the analysis of self-similarity of the distribution. However, a box-count plot
of a set of 200000 descriptors (Fig. 3) does not indicate the required constant Hausdorffdimension.
Other approaches include a feature selection or a feature transform to reduce the descriptor
length [4,10]. While a certain reduction can be achieved by subsuming correlated descriptor
components, all dimensions represent basically the same kind of information. Since minor
differences are only introduced during the descriptor normalisation, the solution seems rather
application dependent.
On the other hand, the box-count plot shows that even for a coarse quantisation with only
two bins, i.e. a grid width of 128, almost the full diversity of the set is maintained. Since
about 50% of the descriptor values are lower than twelve, this diversity must result from the
few descriptor components with higher values. This observation suggests that a binarisation
of the descriptor values, i.e. using only the values 0 and 1 for single descriptor components,
would only minimally affect the object recognition. Though a binarisation does not reduce the
dimensionality, the complexity of the problem would be reduced dramatically from 256128
different SIFT-descriptors to 2128 possibilities.

Figure 3. Box-count plot for a set of 200000 SIFT-descriptors.
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The binarisation is carried out as follows: Each of the 128 values of a SIFT-descriptor is
compared to a threshold. If the value is greater than the threshold, it is set to one. Otherwise it
is set to zero.
At first, a threshold of 128 is chosen dividing the domain of descriptor values in the
middle. The results are however bad: About 40 percent of all SIFT-descriptors are projected
to the same binary descriptor. Obviously, the distribution is not centred to the middle of the
domain of descriptor values. This agrees with the already mentioned predominance of small
values.
To compensate for this, the mean values of every descriptor element are chosen as
thresholds. There is one threshold for every descriptor component, i.e. 128 together. Still up
to 4000 descriptors result in the same binary descriptor while the majority of binary
descriptors corresponds to only one SIFT-descriptor in the original set. The mapping is thus
very uneven, indicating that the distribution of SIFT-descriptors is not symmetrically centred
around the mean.
To compensate for this asymmetry, the medians of each descriptor element are chosen as
thresholds. Now, only 20 binary descriptors occur more than ten times. The binary descriptors
are thus almost uniformly distributed. The remaining inaccuracies stem from the median
computation. For an original set of 100000 SIFT-descriptors, this method results in 94376
binary descriptors. This number also includes SIFT-descriptors that have already been
identical before binarisation. Since this concerns a proportion of 4.0 percent, only 1.6 percent
of original SIFT-descriptors became indistinguishable because of the binarisation.
A natural way to compare binarised descriptors is to use the Hamming distance, i.e. the
number of differing bits between two vectors.

A
B
C

D
Figure 4. Patterns from the original images that are mapped to binary descriptors
A–D. No distinction is made whether the patterns are combined because the
original descriptors are identical or because the binarisation leads to identical
results.

4. Correspondence between binarised descriptors and the image contents
The validation addresses first the information stored in the lost 1.6 percent of the
descriptors. Is it possible that strongly differing patterns are spuriously combined by such a
coarse quantisation? Figure 4 lists the patterns that are mapped to the same binary descriptor
for four examples A–D. The groups are very homogeneous and it seems that no visually
important effect is disregarded. It is in the contrary probable that different binary descriptors
correspond to highly similar patterns, as for the examples B and D. For a recognition system
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using a code-book of prototypical descriptor, these descriptors are potential candidates for a
further combination.

Figure 5. Histogram of the Hamming distances between differently binarised
features. Only a small percentage of the bits varies due to different binarisation
thresholds.

Figure 6. Hamming distances of binary descriptors
Since the Hamming distance depends directly on the binarisation thresholds, the stability of
the median computation must be determined. To this end, the binarisation process is applied
to 50 different subdivisions of the the Graz'02 image data base [18]. The data base consists of
460 images of persons, 373 images of bikes and 270 images without bikes or persons. For
every subdivision, 130 images per class are selected randomly. The SIFT-descriptors and
their medians are determined. We measured a standard deviation of 0.27 on average and 0.77
maximally (referring to an interval of [0 255] for the descriptor values) for medians of single
descriptor components over the 50 subdivisions. The medians are now used to binarise
another set of 100000 randomly chosen SIFT-descriptors taken from the whole data base. For
every feature, the Hamming distances between all pairs of possible binarisations resulting
from the 50 subdivisions are computed. Figure 5 shows the histogram of the outcome. For
60% of the features, no change occurs due to different binarisation thresholds. For 99% of the
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features, at most 3 bits change. Obviously, the computation of the medians has only a very
small influence on the binarisation. It can be regarded therefore as an independent step in the
process chain.

Figure 7. A subset of the patterns sorted by the Hamming distance to the first
pattern (the upper left one). The numbers give the distances. For every distance
only one pattern is shown. Distances greater than 104 did not occur in the set. In
comparison to the Euclidean distance, the sorting by the Hamming distance shows a
softer and more continuous increase in dissimilarity towards the maximum distance.
Similar patterns cluster more obviously.
The next question is whether the Hamming distance is affected by the curse of
dimensionality. To answer this question, 100000 binary descriptors are created using the
component-wise medians as thresholds. Then the Hamming distances between all pairs of
binary descriptors are calculated, resulting in 1010 distance values. Figure 6 shows a
histogram of the distance values. Because of the descriptor length, the Hamming distances
range from 0 to 128. The distance distribution is symmetric and centred around the value 64.
There is no general shift towards high distance values ("sparseness''), so the curse of
dimensionality does not seem to influence the descriptor comparison.
To exclude that the Hamming distance is an artificial measure without visual
correspondence to the image data, it is important to visually compare image patches with low
and high Hamming distances. Figure 7 shows a list of patterns and the Hamming distances of
the corresponding descriptors. The first pattern in Fig. 7 is the reference pattern. The patterns
are ordered by Hamming distance. In the case of multiple patterns with the same distance, one
pattern is chosen randomly.
The figure shows a clear correspondence between distance and visual appearance. Even for
higher distances, neighboring patterns are visually related but also different to patterns with
another distance. Compared to the Euclidean distance (Fig. 2), the results for the Hamming
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distance (Fig. 7) are obviously better. This makes the Hamming distance measure highly
interesting for algorithms that aim at the generalisation of visually similar object parts.

5. Application to a visual code-book for object recognition
The use of the binary feature representation for histogram based object recognition (e.g.
[14, 17, 21, 22]) is now studied in more detail. A resource-saving recognition system is
introduced and the recognition rates are compared for binarised features and SIFTdescriptors.
In order to compute a histogram of high-dimensional descriptors, a code-book of sample
features must be computed. The elements of the code-book represent the bins of the
histogram in feature space. In order to keep the code-book at a feasible size, it is usually
sparsely sampled from the feature space using heuristic learning algorithms [14,17,21,22]. Inbetween positions are often assigned to the most similar element, resulting in a discrete
subdivision of the feature space.
However, the use of binarised features motivates two significant modifications: Firstly,
because of the good generalisation properties of the Hamming distance to higher values, inbetween positions are interpolated as linear combinations of the elements of the code-book.
The code-book therefore resembles a coordinate system where the axes represent the
distances of a feature to the elements. Secondly, a code-book of completely synthetic features
is used, i.e. the code-book is not sampled from the input data but created independently. The
advantage is that we can skip the extremely time-consuming clustering of a potentially large
set of features and that we can easily adapt the statistical properties of the code-book to our
needs.

Figure 8. Parts of faces extracted from the FERET data base. The image regions
shown here correspond to the regions that SIFT-descriptors are computed for. The
data base itself contains portraits of people together with annotations on the
positions of the eyes, nose, and mouth. The annotations are used to localise the
face features. The radii of the local regions are estimated from the extension of the
eye, nose and mouth positions.
The exact procedure is as follows: First, a code-book of bit vectors is computed. The bits
are randomly set with a probability of 0.5. The bit distribution is shaped as in the ideally
independent case. The computational cost of this step is negligible. The use of bit vectors
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also reduces the memory consumption by a factor of 256 compared to the original SIFTdescriptors. A descriptor of the input set is represented as a distance vector consisting of the
Hamming distances to all elements of the code-book. Since the distance computations can be
done very fast by using a look-up-table, the proposed method also facilitates the feature
matching (a problem mentioned e.g. by Bay et al. [2]). To extract information about local
image areas, the distance vectors can be classified. This is useful when a particular part of an
object is being searched for.
A whole image is then represented as the mean vector of the distance vectors for all
descriptors of that image. The mean vector therefore reflects the relative frequency of
similarities between the image and certain elements of the code-book. The recognition of
complex objects is done by classifying these mean vectors. The ability of the system to
represent parts of objects on the one hand and classes of images on the other hand is now
analysed in two experiments.

Figure 9. Size of the code-book plotted versus the accuracy of the classification.
To clarify the first point, it is tested if the distance vectors can be classified with the same
accuracy as SIFT-descriptors. To this end, a set of 5000 SIFT-descriptors of 6 classes of face
regions is collected, randomised and split into equally sized training and test sets. The 6
classes represent left eyes, right eyes, noses, mouths, whole faces, and non-face parts as a
rejection class. The face parts are sampled from the Facial Recognition Technology (FERET)
data base (http://www.itl.nist.gov/iad/humanid/feret/). The positions of the descriptors are
taken from the annotation of the FERET data base. The radii of the descriptors are estimated
from the extension of the part coordinates in the image area. Since the image background is
usually homogeneous, the non-face parts are sampled from images of the GRAZ data base
[18] that do not contain faces. To improve the robustness against small translations, the
normalisation to a canonical feature orientation is omitted in this experiment. Figure 8 shows
some of the face parts. Synthetic code-books of different size are created using the method
described above and the distance vectors are computed for the corresponding part descriptors.
For comparison, additional code-books are created by selecting random descriptors from the
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binarised training set. A C-SVM classifier with Gaussian kernel is optimised first on the
SIFT-descriptors from the training set and secondly on the distance vectors. The resulting
models are then applied to the test set.
For the SIFT-descriptors, an accuracy of 98.8% on the training set and 98.7% on the test
set is achieved. Figure 9 shows the resulting recognition rates for the code-book based
classification. For smaller sizes, the subsampled code-books yield clearly better recognition
rates than the completely synthetic code-books. This may indicate an advantage for clustering
algorithms which assemble the code-book from the training samples. On the other hand, the
difference disappears for code-books with more than 75 elements reaching an upper limit of
approximately 96% accuracy. This is only 2.7% less than for the direct classification of SIFTdescriptors. Taking into account the enormous savings of CPU-time and memory using the
synthetic code-book, the price/performance ratio of the method must be considered very
good.

6. Image classification using a histogram of binarised descriptors
To measure the performance of the synthetic code-book for the recognition of bigger
objects and full images, the method is now applied to the GRAZ'02 data base [18]. The image
set is randomly split into equally sized training and test sets. For every image, the SIFTfeatures are computed binarised. The binarisation thresholds are computed as the medians
over the descriptors of 100 images per class. A synthetic code-book of 1000 elements is
created. This is to ensure that no information is lost because of a too small code-book.
Usually, code-books with more than 100 elements seem uncritical in this respect. Then for
every image, the mean vector is computed as described above. The mean vectors of the
training set are used as the prototypes for a k-nearest neighbour classifier. However, the
notion of a prototype for a background image may be a bit misleading because the
background images do not represent particular objects. Consequently, the distribution of the
background vectors overlaps with the other classes and does not form an equally clear cluster.
To compensate for this, the optimal k-neighbourhood composition is estimated additionally to
the value k of the neighbourhood size during training [19].
The system achieves an accuracy of 76.7% on the test images. Averaged over all classes
(person, bike, rejection), a recall of 79% and a precision of 80% is achieved. Table 1 gives the
recognition rates separated by class. The results bear comparison with the literature: Using the
same type of base feature, the authors of the data base report a markedly lower precision
between 70% and 64% for a boosting approach while a similar recall of 78–79% is achieved.
Although a direct comparison of the results is only possible to a certain degree, the synthetic
alphabet seems to preserve the information of the local features much better.
Table 1. Test results on the GRAZ data set

Recognised
class
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Persons
Bikes
Background

Persons
74%
2%
24%

Real class
Bikes
20%
65%
16%

Background
3%
0%
97%
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Figure 10. Samples from the Graz data base. The rows show four examples for the
person, bike, and background class.

7. Conclusion
The experiments show that the comparison of SIFT-descriptors by the Euclidean distance
suffers from the curse of dimensionality. Although this does not seem to substantially
influence the search for exact matches, it makes a gradual comparison of more dissimilar
image regions unreliable. The gradual comparison however is a prerequisite for many modern
compositional object recognition techniques. To solve this problem, binarised descriptors
together with the Hamming distance are proposed. The experiments show that only 1.6% of
the original information is lost by the binarisation. Compared to the Euclidean distance, the
proposed method is visually more plausible and does not show the sparseness of the distance
distribution seen for the Euclidean distance. The computation of the binarisation thresholds is
robust and can be conducted widely independently of subsequent calculations. The practical
application to a histogram-based image classification task reveals more benefits: The timeconsuming clustering of the input data can be omitted. Instead, a completely synthetic codebook of compact bit-vectors can be generated at negligible cost. The feature matching can be
conducted extremely fast using precomputed look-up-tables. The loss of information
introduced by the code-book representation is only 2–3% compared to the original SIFTdescriptors. Competitive object recognition results on the GRAZ data set support the quality
of the proposed method.
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